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Abstract
Direct volume rendering plays an important role in the
investigation of volumetric data. In order to display these
data, their values must be associated to optical properties. This task is accomplished by transfer functions (TFs),
which assign properties like color and opacity to voxel values in the volume. TFs are very important to produce informative images that reveal volume features, but their specification is a non-trivial and unintuitive problem. Without
any help in the TF design process, the user goes through
a frustrating and time-consuming trial-and-error process.
This work proposes a two-level interactive framework combining a few useful semi-automatic design techniques for
one-dimensional opacity and color transfer functions. We
use the histogram approach proposed by Kindlmann and
Durkin, manual design aided by dual domain interaction
(space domain and TF domain), stochastic evolutive design
and qualitative analysis of multiple TF possibilities using
a Design Galleries-inspired method (thumbnails in the first
level of interaction and refinement of zoomed-in images in
the second level). The combination of these strategies offers precise control over the transfer function specification,
plus some interactive guidance, as well as semi-automatic
and evolutive search in the TF space.

1. Introduction
Volume rendering is widely known as a method for the
visualization of large scalar or vector fields, mainly in medical and scientific data exploration [26]. In these areas, one
often deals with 3D images, like those obtained from CT
and MR devices, and three-dimensional numerical simulation data [6]. Volume rendering techniques and algorithms
are well described in the literature, and can be classified as
isosurface extraction based methods and direct volume rendering methods. The former extracts polygonal meshes representing isosurfaces found in the volume and then uses the
traditional rendering pipeline to display the meshes. On the

other hand, direct volume rendering methods display the
volumetric data without building an intermediate geometry [14]. The modern graphics hardware allows volumetric
rendering at interactive rates in both approaches.
To obtain useful images in volume rendering, a voxel
classification is needed to determine which voxels must be
displayed as well as their respective optical properties. In
direct volume rendering, this classification is typically performed through transfer functions (TFs) that associate visual features to the data. Opacity and color are the most
common ones, although others may also be used [15, 24].
The information conveyed by the image built from volumetric data is, therefore, highly dependent on the quality of
the transfer function utilized. However, TF design is a nontrivial and unintuitive task, and is actually referred as one of
the top ten problems in volume visualization [19].
Designing transfer functions with no assistance leads
to a trial-and-error approach, and therefore several automatic and semi-automatic techniques for specifying TFs
were proposed [1, 4, 5, 7, 9, 10, 17, 18, 23, 25]. They can
be guided by the analysis of volumetric data (data-driven)
or guided by the analysis of the generated images (imagedriven) [19]. In any case, to make the process less frustrating and less time-consuming, a quick feedback must be
given to the user at interactive rendering frame rates.
The domain dimension of a transfer function can be
higher than one, allowing more freedom and accuracy in
the classification of the voxels. Multi-dimensional TFs can
take as arguments vectorial values or a set of local measures
of the scalar field, like derivative values, neighborhood,
position [25], curvature [8] and statistical signatures [23],
but their specification is much more difficult due to the
size of the domain [12]. Another disadvantage of representing higher dimensional TFs without restrictions is the
large memory requirements. In this work we chose to use
one-dimensional transfer functions due to their simplicity.
One-dimensional TFs can be implemented as a relatively
small lookup table. Furthermore, the pre-integrated volume
rendering technique proposed by Engel et al. [3] allows
high quality hardware-assisted direct volume rendering us-

ing one-dimensional TFs and 3D texture sampler at interactive rates. The pre-integrated volume rendering using higher
dimensional gaussian TFs was proposed by Kniss [13], but
this approach restricts the complexity of the generated TFs.
The goal of our work is the specification of useful opacity and color one-dimensional transfer functions. The degree of opacity can make a voxel more or less visible and
is normally used to emphasize voxels in the boundary between different homogeneous regions of the volume [10].
Based on a previous work by Prauchner et al. [20] and on
the stochastic technique from He et al. [7], we developed
a framework using both data-driven and image-driven approaches. Prauchner et al. [20] propose a two-level transfer function design interface that uses the Design Galleries
method [17] guided by the technique developed by Kindlmann and Durkin [10]. We extended that work by combining Prauchner‘s method with a generalized version of
the stochastic TF design technique and a manual TF design interface aided by dual domain interaction [11]. In the
two-level TF design technique proposed in this work, the
first level renders several thumbnails of the volumetric data
(as the Design Galleries-inspired interface implemented by
Prauchner et al.), each one associated to a different TF. The
most appealing ones can be selected for manual refinement,
using our TF editing tool, or as a starting point for stochastic evolutive generation of new TFs [7].
The paper is organized as follows. Section 2 briefly discusses related work. Section 3 describes our TF design technique, while implementation details are discussed in Section 4. A case study along preliminary, informal evaluation
data is presented in Section 5 and, in the last section, we
draw some conclusions and comment on some ideas for future work.

2. Related Work
The transfer function specification problem has received
much attention from researchers developing volume visualization techniques. Traditional approaches rely on the user’s
effort in adjusting control points of a graphic plot of the
transfer function. The control points are then interpolated
in order to build the TF. But, with no clues or prior knowledge about the data, this is a “blind process”. Some datadriven approaches provide to the user higher-level information [1, 18] that help in obtaining insight about the data distribution as well as support the manual TF design. Other
methods build abstractions of the TF specification process
— the transfer functions can be hidden from the user [26]
or a simplified space can presented [10].
Kindlmann and Durkin [10] propose a derived space for
specification of opacity transfer functions in which the user
specifies opacities for voxels as a function of the distance
between the voxel and the nearest boundary. They assume

that the boundaries are smoothed by a Gaussian filtering
process, i. e., the frequency response of the 3D scanners
is assumed to be Gaussian. Informative histograms are built
relating voxel values with the first and second derivative values associated to each voxel in the volume. From these histograms, the mean first and second derivative values associated to each voxel value are used to estimate the distance
to the nearest border. Since the boundaries must be emphasized, voxel values with small estimated distances should
receive larger opacity values.
Prauchner et al. [20] used Kindlmann’s method to classify the voxel values by the estimated distance to the nearest border. A set of voxel values with the smallest distances
is elected and random subsets are then built. The values of
each subset are used as control points for the TF specification. Each of these points receives a random color and a
random opacity value different from zero. The transfer functions are obtained by interpolating the control points. Consequently, each subset of the “best” voxel values derives
a transfer function to be presented in a gallery of thumbnails, similar to the Design Galleries method [17]. This is
the first level of the two-level interaction interface proposed
by Prauchner et al.. In the second level, the user can visualize a selected thumbnail in better resolution and refine its
TF by adjusting the control points. The thumbnails can be
randomly re-generated any time at interactive rates.
Gallery-like methods are well suited for image-driven
TF specification methods and, for the present work, the
stochastic approach by He et al. [7] is particularly interesting. Their method represents transfer functions as vectors of control points (a voxel value associated to an opacity
and a color value). The smooth interpolation of these control points produces the actual transfer function. Using this
representation of TFs, they propose the application of genetic algorithm operators to create new transfer functions
from existing ones. A mutation operator changes a control
point of a TF producing a new TF, while the crossover operator produces a new TF by concatenating subvectors of two
other TFs. Given a set of TFs, and their respective rendered
images, the “best” ones are selected, either by the user or
through some automatic evaluation based on objective metrics. The initial TFs are randomly generated and the selected
ones are used as models for the next generation, created by
the application of the operators mentioned above. Another
selection from the generated TF is then needed, and the process repeats itself.
Our method combines interesting features from the ones
referred above into a general-purpose interactive framework
that implements image-driven and data-driven TF design.

3. Transfer Function Specification
Most researchers agree that transfer function specification should not overload the users nor exclude them from
the process [19]. The quality of a transfer function depends
on the amount of information conveyed by the generated
image — a subjective metric. Therefore, it is hard to automatically evaluate how “good” a TF is. Fully automatic TF
specification methods may miss important features of the
volume while fully manual TF design may demand a lot of
effort and time, mainly from a user who does not have prior
knowledge about the data. A TF design interface should offer useful information about the data and guidelines for the
TF building process. The interface may also suggest sets
of TFs based on heuristics or mathematical criteria, but the
choice between the alternatives must be made by the user.
Abstractions of the TF specification process can also be applied with success [10, 25]. In any case, the user makes decisions and sees the results; hence immediate feedback is
needed to make the process comfortable.
Experienced users working with known data can find
good transfer functions with relatively few interactions over
a simple, manual TF editing interface. However, when the
data is unknown, a trial-and-error approach may not be a
good choice. In these cases, the two-level interface for TF
specification proposed by Prauchner et al. [20] is very useful because it allows an immediate insight over several volume structures, presented by the thumbnails. However, the
two-level interface approach was not thoroughly explored
in that work. The TFs of the most appealing thumbnails
(first level) can be used not only in manual refinement (second level), but also as a basis to generate other useful transfer functions. Moreover, the manual refinement should be
more flexible and aided by the inspection of the volume,
with dual domain interaction, i. e., taking into account the
correlation between the domains — a value queried in the
space domain should be presented in the transfer function
domain [11]. The combined TF design techniques proposed
herein are described below.

3.1. Stochastic Evolutive TF design
Our work implements a two-level interface for specification of transfer functions similar to Prauchner’s. However,
in order to generate the TFs applied to the thumbnails rendering, we not only use the histogram approach by Kindlmann and Durkin [10], but we also extend the genetic algorithm technique proposed by He et al. [7] to combine it with
any other one-dimensional TF design method. While the genetic codification used by He et al. is based on a vector of
control points, our codification of a TF is the TF lookup
table itself, containing entries for the voxel values. In our
work, the TFs are always represented as lookup tables.

Figure 1. Selection of the parents for a new
population of TFs in the first level of interaction. The selected thumbnails are presented
in red background. Volume represents the
well-known engine model.

The method works as follows. Given a set of thumbnails with their associated TFs, the user selects the best ones
to be the parents of a new population, as shown in Figure 1. Then, the parent TFs produce descendants by mutation, crossover or both, in a random way, and a new set
of TFs (and thumbnails) is obtained, preserving only the
parents selected. By selecting and deselecting members of
the new set (population), the user can define the parents of
the next TF population. If the quality of a particular thumbnail could not be properly evaluated due its low resolution,
the image can be better inspected in the second level of interaction, which shows a higher resolution rendering of the
volume. The crossover and mutation operators implemented
are described below.
• crossover - the crossover operator takes two transfer
functions randomly among the ones selected as parents, and cuts them at two points also randomly determined. The interval between the two points of one
TF is combined with the two outer intervals (defined
by the two points) of the other TF, as shown in Figure 2a. In the graphic plot, the horizontal axis represents voxel values, the vertical one represents opacity,
and the color is also associated to each voxel value.
The vertical black lines are the two cut points.

(a)

(b)

Figure 2. (a) The crossover operator applied
to transfer functions. The topmost two TFs
are the parents and the bottom one is the resulting TF. (b) Three types of mutations applied to a TF. The bottom TF is the result.

by high gradient values and low second derivative values.
By plotting the voxels in the histogram space (2D) according to their scalar value and gradient magnitude, the boundary voxels appear as arcs. This insight can be very useful in
a manual TF editing process.
In our transfer function specification method, the control
points receive opacity values chosen randomly between a
maximum and a minimum value. These control points have
voxel values that are probably on a boundary region. An interval of voxel values around each control point receives
non-zero opacities in a decreasing way as the value moves
away from the control point. The width of the intervals is
adjustable. The color transfer functions are also designed to
emphasize boundaries. Each control point is associated to
two different random colors: one for the voxel values larger
than the one in the control point and another for the voxel
values smaller than the one of the control point. Between
two control points the color values are linearly interpolated.
In this way, boundary regions present color discontinuities,
as suggested by Fujishiro et al. [6]. Figure 3 shows the benefits of this color TF generation technique and the triangular shapes in the opacity TF.

3.3. Manual Specification
• mutation - the mutation operator can be applied repeatedly to a TF. Figure 2b shows a TF and three types of
mutation (M1, M2 and M3) applied at regions defined
by pairs of points marked as vertical black lines. M1
is a triangular mutation: an opacity value is defined for
the center of the mutation and a linear interpolation is
applied between the central opacity value and the opacity values at each border. M2 is a random mutation: the
opacities are randomly set to value around the mutation center. M3 is a rectangular mutation: the mutation
center and range as well as the colors and the opacities are randomly set between limited intervals. There
is a fourth type of mutation, which is a global scale in
the opacities associated to all voxel values.
The operators proposed here can produce high frequency features in the transfer function domain, but this
does not cause artifacts in the rendered images. Engel’s pre-integrated volume rendering method as implemented in our work deals very well with high frequencies
in the TF definition [3].

3.2. Boundary Emphasis
Like Prauchner et al. [20], we use the histogram approach from Kindlmann and Durkin [10] to choose control
points for the transfer functions. Moreover, looking at the
histograms, the user may have some idea about where the
boundaries are. Boundary values are typically characterized

We propose a simple interface for manual specification
of TFs. The user draws directly on the transfer function
graphic plot. By dragging the mouse with the left button
pressed, the user draws a line, setting the shape of the opacity transfer function, as shown in Figure 4(a-c). Using the
mouse right button, instead, the user sets an interval of influence in the voxel value axis. The selected interval is affected by color selection or scale changes in the opacity values. Once an interval is set, the user can select a color from
a color picker, and paints the interval with this color linearly
interpolated with the existing ones, as shown in figure 4(de). The center of the interval is assigned the selected color
and the contribution of that color decreases toward the borders of the interval. Using the keyboard, the user can scale
the opacities in the interval selected (see figure 4f). During
the TF manual modification, the voxel value under the cursor is shown (fig. 4(b-c)).
Manual TF modification is better applied when the user
makes correlations between the TF domain and the space
domain. The presentation of colors in the TF graphic plot
helps in this way. The user observe in the TF graph the
same colors used to render the volume, thus obtaining information about the distribution of voxel values in the volume
(space domain). In addition, we implement a volume investigation scheme that can also be used to edit the transfer
function. The user can use a clipping plane to sweep the volume, as seen in Figure 5. The slice sampled by the clipping
plane is shown at the top right corner as a gray level image

Figure 3. A CT volume rendered with the TF
shown in the left. The triangular shapes in the
transfer function have color discontinuities
at specific voxel values, emphasizing boundaries. The opacity and colors associated to
the third peak allow clear visualization of the
saliencies in the outermost part of the brain
despite the similarity of the voxel values. The
white arrow indicates the light incidence direction.

depicting the voxel values. As the mouse pointer moves on
the clipping plane or on the sampled slice, the value of the
pointed voxel is presented and a small white square appears
on the TF chart indicating the position of the pointed voxel
value in the transfer function domain (horizontal axis). By
clicking on the left mouse button the opacity value for that
voxel value is increased. This scheme is very useful to emphasize isosurfaces passing through a certain point of the
volume.
At any time the user may change the interaction level and
apply any of the three techniques combined in this work.
For instance, the user may generate thumbnails and select
one for better visualization in the second level of interaction. Then, if the image is adequate for the user, it may be
selected as a parent for stochastic evolutive TF generation
in the first level.

4. Implementation
Our volume rendering tool was implemented in C++ using the GLUI library for the interface and OpenGL and CG

(a)

(d)

(b)

(e)

(c)

(f)

Figure 4. A TF (a) and the results of two design steps (b and c). A second TF (d) with a
selected interval of influence; (e) red is assigned to the interval; (f) the opacities for the
same interval are scaled.

for visualization. The rendering is based on a 3D texture
sampler which follows Engel’s pre-integration method [3].
The number of proxy planes can be changed by the user
and is automatically reduced, when he or she moves the
volume, to guarantee interactive rates. However, the preintegration method allows high quality rendering even with
a relatively small number of proxy planes. We achieve interactive rates in the generation of the transfer functions
and their respective rendered images by applying the preintegration technique as follows. For the thumbnails (first
level of interaction) we compute the pre-integrated lookup
table neglecting the self attenuation of the volume slabs,
which is much faster than to compute the lookup table considering the self attenuation. For the second level of interaction, the pre-integration is fully implemented, since just
one image needs to be rendered. In both cases, thumbnails
and full size image, the pre-integration takes less than one
second in a 2GHz Pentium 4 CPU. The volume shading is
based on a per-fragment Phong lighting model.

5. Results
The two-level interaction TF design interface can provide immediate understanding of several volume structures,
since it presents a gallery of TFs automatically generated
targeting the emphasis of boundaries inside the volume. If

Figure 6. Thumbnails generated by the user
after five interaction steps.

Figure 5. The clipping plane (blue rectangle) sweeping the volume and its normal presented as a red arrow; the slice sampled by
the clipping plane (gray level image). The
mouse pointer is querying a voxel value sampled by the plane (bottom right). The white
square in the TF (bottom left) shows the value
of the queried position in the horizontal axis.

none of the TFs reaches this goal, the user can generate the
TFs again or refine them, using one of the two methods we
have implemented: manual design and evolutive generation.
If the user needs an abstraction of the TFs, the stochastic
evolutive TF generation should be used. On the other hand,
the manual modification of the TF provides precise and detailed specification and can be a good choice sometimes,
mainly when the dual domain interaction is explored. Although any of the three TF design techniques can be successfully used alone, the strongest point of our work is their
combination.
Using the boundary emphasis the user can get some automatically generated suggestions, which are a good starting point usually. The stochastic evolutive generation allows
gradual refinement of the TFs, and mainly the mutation operator often produces TFs that show volume structures that
are not enhanced by other methods, providing additional
insight from the data. The refinement can also be accom-

plished through manual design and, due to the hints provided by our interface, even a trial-and-error TF design effort is not a “blind” process.
We performed an informal evaluation of our volume visualization tool by presenting it to three users that had never
used our application before. They are Computer Science
students with no experience in using volume visualization
software. Only verbal explanation was provided to them,
and we established a task like “make the bones clearly visible” in a CT dataset of a human head. Using only boundary emphasis and evolutive generation, the users obtained
a good visualization of the head bones (according to their
judgment) in about five interaction steps: two TF generations using boundary emphasis and three using the stochastic evolutive method, in general. Manual TF design, however, requires more experience from the user, but ten minutes of training in our editing interface was enough for the
users to understand the method. Figures 6 and 7 show the
results obtained by one of the three users using two initial
steps of TF generation with boundary emphasis and three
additional steps for refinement with evolutive generation.
The number of parent TFs selected in each population was
about three or four. Figure 6 shows the last population generated by this user before he decided to stop. The thumbnail selected by the user as the best one is presented in figure 7. The TF used for the image in Figure 8 was manually
edited.

6. Conclusions and Future work
Despite the considerable attention received by the transfer function specification problem, TF design is still a hard

Figure 7. The image selected by the user to
represent the bones.

Figure 8. An image generated using a manually designed transfer function.
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